Abstract
Games have generally well-defined rules and goals and therefore representing an ideal environment for examining complex topics in machine intelligence. Previous research has mainly
focused on deterministic zero-sum games providing perfect information such as checkers, othello, and foremost chess. These types of games have a crucial thing in common, every player
holds anytime complete knowledge of the entire game state.
The game of Poker represents a challenging domain, since it contains imperfect information, deception, and non-deterministic elements. An extensive degree of uncertainty is caused
by the random shuffling of the card deck. Private cards held by opponents and concealed
cards remaining in the deck represent the imperfect information elements of the game. Opponents are provoked to play deceptively for the purpose of hiding their pocket cards. These
characteristics prevent traditional game-tree search methods from working properly.
We are going to present a new approach of a dynamic opponent model for Texas Hold’em
poker. The model highlights a way to partially solve the problem of imperfect information
elements. This objective is primarily achieved by applying artificial neural networks.
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Chapter 1

Introduction
Poker is a challenging domain that contains both elements of chance and imperfect information. This chapter demonstrates why Poker is still an interesting field for research in the
future and what has already been achieved up-to-date.

1.1

Challenge of Poker

Poker is a popular and fascinating non-cooperative zero-sum game with imperfect information
and multiple competing agents involved. The basic rules are very simple but the game is
strategically complex. The following topics briefly outline for which reason poker features an
interesting domain for research:
 Deception. Varying the playing style and bluffing in time are important characteristics
for achieving success in the long run.
 Uncertainty. Opponents also play deceptively and thus it is difficult to exactly estimate the strength of their hands.
 Agent Modeling. The task of detecting and exploiting patterns and/or errors in the
game of the opponents.
 Risk management. Describes the art of selecting an optimal betting strategy in due
time and the handling of their consequences.
 Imperfect Information. Each opponent holds some private cards (the quantity of
hidden cards varies between different poker variants).
 Multiple Competing Agents. Several different table types exist (i.e. heads-up,
short-handed, full-table), each with a certain maximum of player seats.

As shown, Poker serves a wide range of research opportunities. The perception and interpretation of opposing behavior (i.e. agent modeling), for example, is just one topic where only
little work has been done to date.

3
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Previous Research Work

Mathematicians and economists have extensively been studying simplified variants of poker.
H. W. Kuhn [1] reduced the game to two players and constrained the betting rules. J. F.
Nash [2] introduced a three-man poker game including the restriction that each player only
holds one private card and that no community cards are dealt. He used this setup for the
purpose of demonstrating the existence of equilibrium points in non-cooperative games.
N. Zadeh [3] discusses aspects of the solution of an eight-person five-card draw poker game.
He presents game-theoretic optimal strategies against perfect players which are generally
based on functions of pot-odds, the positions of relevant opponents, and their playing habits.
In the late seventies of the last century, N. Findler [4] was one of the first computing
scientists that intensely worked on a poker-playing program for five-card draw poker. Since
this variant of poker is played with five private cards per player and no community cards, it
is heavily based upon psychological modeling. He focused on simulating cognitive processes
of human players during 20 years, but never achieved a level capable of defeating a strong
player.
At the end of the last century D. Koller and A. Pfeffer [5] have developed a system for
automating game-theoretic analysis for two-player competitive games with imperfect information, called Gala. The system is composed of two main components: a game specification
language, and an automatic game-theoretic analyzer. For games with imperfect information,
the system computes an optimal randomized strategy. Gala is capable of solving simplified
two-person poker variants, but far away from solving full-scale poker (i.e. 12 players, 4 rounds,
and 5 cards each player) because game trees may grow up to 1025 nodes in extreme cases.
D. Sklansky [6] is the author of the famous book The Theory of Poker. It is one of the most
important books to date that delivers deep insight into different poker variants. The clear
exposition of the underlying logical structure of the game allows the conduction of algorithms
for knowledge- and formula-based expert-systems.
Over the past ten years, a research team at the University of Alberta has contributed a
great deal of work to the theory of artificial poker players. In D. Billings [7] and Billings et
al. [8], a framework for building an artificial poker player is given. The group has attempted
many different ways to build a world-class poker player, but they have not reached their goal
to date. Initially, a knowledge-based method was implemented. However, it has been quickly
remarked that this approach behaves far too rigid and that it is hardly maintainable with
growing size. Later, simulation-based and game-theoretic approaches were tested. For this
purpose, Billings et al. [9] proposed a weighted enumeration matrix for the task of reading the
opponent’s pocket cards. The 13 × 13 matrix reflects all distinct two-card hand combinations
an opponent may hold, where each dimension forms an enumeration from Deuce to Ace. Then
a re-weighting procedure was defined for updating the weights after each action. However,
it has turned out that this approach is far away from being sufficiently accurate for using in
simulations.
A. Davidson [11], a member of the team mentioned above, describes a relative simple
neural network for predicting an opponent’s next action based on data collected from the
Internet Relay Chat (IRC) Poker channel. The network only consists of 19 input nodes
and 3 output nodes reflecting the possibility that an opponent chooses a certain action. He
additionally explains how the output triples could be interpolated in order to form true
probability triples. However, this process is not trivial to trace, since the network is only
trained on the basis of disjoint output sets. He claims to achieve nearly 85% accuracy with a
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network trained on a mixed player set, tested on an unknown opponent.
Four years later, Broekstra [12], a student from the University of Twente, tried to exactly
rebuild Davidson’s opponent model, but only achieved an average accuracy between 62% and
67%. He justified the model’s poor performance on a misinterpretation of Davidson’s input
vector description.

1.3

Summary

We have outlined in section 1.1 the manifold of problems we have to deal with on the way of
constructing a powerful online poker agent. Then, in section 1.2, we have shown that poker
still serves as an interesting playing ground for research. The adequate handling of imperfect
information elements is still far away from being solved.

Chapter 2

Background
The first part of this chapter gives an introduction to Texas Hold’em Poker and is primarily
intended to familiarize readers with the rules and basic concepts of the game. In order to
fully understand the framework presented in chapter 3, it is recommended to read through
the following sections carefully.
The second part of this chapter focuses on Multilayer Perceptrons (MLP), a function
approximation method from the field of cognitive computer science. It is shown how such
neural networks are assembled and how they may be trained for solving a given problem.

2.1

Fundamentals of Poker

We are going to focus on Texas Hold’em Poker. This is the poker variant used to determine the
world champion at the World Series of Poker (WSP). It has a significant higher skill-to-luck
ratio than other poker versions.

2.1.1

Rules of the Game

Texas Hold’em is played with two to twelve players and a standard card deck consisting of 52
unique playing cards with four kinds of suits (Club ♣, Diamond ♦, Heart ♥, Spade ♠) and
thirteen different ranks (Deuce 2, Trey 3, Four 4, Five 5, Six 6, Seven 7, Eight 8, Nine 9,
Ten T, Jack J, Queen Q, King K, Ace A).
The Deal
Each player is dealt a hand consisting of two private cards1 . The two players following the
dealer have to pay a forced bet, called blind, before the first round of betting starts. The first
pays the small blind (half of the minimum bet size), whereas the second pays the big blind (a
full forced bet).
Basically the game is turn based where each round is subdivided into several stages. These
are called pre-flop (two private cards are dealt to each player), flop (the first three public
cards2 are dealt to the table), turn (fourth public card is dealt), river (fifth public card is
dealt). Each of these stages is followed by a round of betting. Once the river’s betting round
1
2

Private cards are commonly called pocket cards or hole cards.
Public cards are commonly called board cards or community cards.

6
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is finished, each remaining player must go to the showdown in order to reveal the pocket
cards. The player(s) with the best five card poker hand (cf. table 2.1) win(s) the pot.
The Betting
Participating players are in a fixed seating around a table. A dealer button rotates in a clockwise manner. Betting begins with the first active player following the dealer and continues
sequentially around the table until all active participants have contributed an equal amount
to the pot. All players must be given the opportunity to act before betting is terminated.
Basically, a player has three different action types to choose from. These actions directly
affect the size of the pot, the required contribution to remain active in the round, or the
number of active players in the case of a pullout. The following list outlines the available
action types:
 Fold. When choosing a fold, a player announces for discarding his pocket cards and at
the same time declines any chance of winning the pot.
 Check/Call. A call is used for the purpose of staying in the game by matching the
current per-player contribution (e.g. if player A has put $3 and player B $1, then B
must place an additional $2, the amount to call, to remain in the round). If the amount
to call is $0, a call is referred to as a check.
 Bet/Raise. A bet or a raise is used to increase the betting level. These two actions are
logically equivalent in terms of influencing the pot size and the level of contribution. A
bet is the action that opens the betting. Otherwise, if a player has previously committed
a bet or a raise, the action is called raise.

Many ways to restrict the betting structure exist. Various betting systems can produce
differing game styles, requiring varying strategies. The following listing introduces the most
important betting types:
 Fixed-limit. A widely used format in casinos. The bet/raise size is fixed for each
round, usually a small blind in pre-flop and flop, a big blind in the turn and the river.
 Pot-limit. The bet/raise size has a certain minimum amount and the maximum
bet/raise size is equivalent to the current size of the pot.
 No-limit. The format used for the World Series of Poker championship main event
and available at most of the online poker portals. The amount playerd are allowed to
bet/raise is only limited by the size of their bankroll.

The Showdown
As mentioned before, all players remaining after the last round of betting must go to the
showdown where they must reveal their pocket cards and the player with the strongest 5-card
poker hand 3 wins the pot. In the case of a tie, the pot will be equally divided among the
winners.
3

A 5-card poker hand will be simply called hand from this passage on.
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A total of 52
2 = 2, 598, 960 different five-card poker hands exist. Frequencies of being dealt
a particular type is shown in the right column of table 2.1. The ranking is ordered from
strongest to weakest hand:
Type
Royal-Flush
Straight-Flush
Four-of-a-Kind
Full-House
Flush
Straight
Three-of-a-Kind
Two-Pair
One-Pair

Acronym
rfl
sfl
fok
fuh
flh
str
tok
twp
onp

Example
A♣ K♣ Q♣ J♣ T♣
6♥ 7♥ 8♥ 9♥ T♥
K♦ K♠ K♥ K♣ 2♦
J♦ J♠ J♥ T♦ T♠
Q♦ 2♦ 5♦ 3♦ 9♦
7♠ 8♥ 9♣ T♣ J♦
8♥ 8♠ 8♣ 5♥ J♣
Q♠ Q♥ 9♣ 9♥ 4♠
A♥ A♦ 9♠ 3♠ 4♣

Frequency
< 0.0001%
0.0015%
0.0240%
0.1441%
0.1965%
0.3925%
2.1129%
4.7539%
42.257%

Table 2.1: Poker hand types with their corresponding frequencies.

In most poker variants, an Ace can optionally be played as low card (comes before Deuce
instead of after King).

2.1.2

Hand Evaluation

Basically, there are two important factors that define the overall potency of a given hand, the
Hand Strength (HS) and the Hand Potential (HP). The HS only describes the actual strength
of a hand. The HS alone expresses not a representative value, since additional board cards
are dealt that may have a large impact to the current hand. Thus, the HP is a measurement
of the potential impact of these additional cards.
Hand Strength
The HS reflects the probability that a given hand is better than that of an opponent. The
following algorithm expresses the basic idea.
double getHandStrength(PocketCards pc, BoardCards bc) {
int ahead = tied = behind = 0;
int my_rank = rank(pc, bc);
/* take all two-card combinations of
the remaining cards in the deck (rc) */
for each(rc) {
opp_rank = rank(rc, bc);
if(my_rank>opp_rank)
ahead += 1;
else if(my_rank==opp_rank) tied
+= 1;
else
behind += 1;
}
return (ahead+tied/2)/(ahead+tied+behind);
}

The clue is to simply enumerate all possible hands that an opponent may hold and then
compare them to ours. By counting the number of times we have won, tied, or lost, we can
compute the probability that our hand is the strongest against a random opponent hand.
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Hand Potential
Now we focus on the calculation of the HP. We enumerate over all possible pocket cards that
an opponent may hold, like the HS calculation, but with the addition to also iterate over
all possible board cards that are dealt during the remaining stages. We first consider the
calculation of the so called outs. Outs are defined as the set of future cards that help to
improve our current hand. We take an example.
Assume that we hold 9♠ T♠ and the board shows K♦ 9♥ 6♠. Then, with an additional
card, we get the chance to make two-pairs (T♥, T♣, or T♦) or even a three-of-a-kind (9♣
or 9♦) on the turn. If we actually consider two additional cards (turn and river card), then
a flush (plus two ♠’s), a four-of-a-kind (9♣ and 9♦), or even a straight-flush (7♠ and 8♠)
is still possible.
The next step is to calculate the probabilities. Let us focus on the situation where we
could improve our current hand to a three-of-a-kind. We are in the flop. There are still 47
unseen cards, namely the initial 52 cards minus our pocket cards, minus the three flop cards.
Two of these 47 cards (9♣ and 9♦) would lead to an improvement. So, we have two outs.
2
That gives us a chance of approximately ρ(turntok ) = 47
≈ 4.3% for making the third 9 on
the turn. This probability further improves if we consider a two-card look ahead. We then
2
2
have a chance of ρ(rivertok ) = 47
∗ 46
≈ 8.6% to end up with a three-of-a-kind on the river.
Finally, the HP is simply the sum of all these probabilities. That gives for the example
from above:
HP (P C, BC) = ρ(rivertwp ) + ρ(rivertok ) + ρ(riverf lh ) + ρ(riverf ok ) + ρ(riversf l )

(2.1)

Board Texture
Now we are going the extra mile. Assume that we are staying out of a poker table, just
observing the others at play. Then the flop is dealt: 7♥ 8♥ 9♥. Everybody notes the high
potential that is enclosed by these flop cards. We can now calculate all probable hands any
opponent may have without knowing explicitly their pocket cards. This is simply performed
by iterating over all remaining two-card combinations any of the opponents may hold. This
leads us to certain probabilities for each possible poker hand. We denote the set of all
probabilities (i.e. ρ(onp), ρ(twp), ... , ρ(rf l)) the Board Texture (BT).

As discussed in section 2.1.1, there are more public information available than only those given
by the board cards. At each turn, every active player gives away a small piece of information
by selecting an action. In addition to that, a great part of the players do base their betting
strategy often upon their own preceding actions.
Even more public information brings out the showdown. Players must reveal their pocket
cards for determining a winner. The idea is to deduce the particular playing style of these
players backwards, from the showdown to the pre-flop, using the shown pocket cards to
determine their strength at each committed action. This gives a very clear picture of the
thoughts they may have made during the play (cf. section 3.2).
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Multilayer Perceptrons

An Artificial Neural Network (ANN) is an information processing paradigm inspired by
biological nervous systems. The most significant difference between artificial and biological
neural networks is probably the fact that real brains function massively parallel, whereas the
model presented here is constrained in its parallelism due to the sequential data processing
paradigm of computers. ANNs are configured for specific applications, such as data classification, pattern recognition, and sequence prediction. Basically, it is distinguished between
feed-forward and recurrent network architectures. Feed-forward networks are primarily used
for classification tasks such as pattern recognition, whereas recurrent networks mainly act as
associative memories. This thesis only focuses on feed-forward networks.
Layered feed-forward networks were called perceptrons when first studied in detail by
Rosenblatt [14]. Simple perceptrons consist of only one layer and no hidden units as shown
in figure 2.1a. Minsky and Papert [15] proved mathematically some intrinsic limitations of
certain types of neural networks. They proved that only linearly separable problems can be
solved for the case of simple perceptrons.

Figure 2.1: Simple perceptron (a). Multilayer perceptron (b).
The MLP is a more powerful version of the simple perceptron (cf. figure 2.1b). As the name
implies, these networks feature more than a single layer. In common use, most MLPs will
have one hidden layer, and it is very rare to have more than two hidden layers. MLPs with
just one hidden layer can approximate any function that contains a continuous mapping from
one finite space to another. Injected information moves only forward, incipient from the input
nodes ξk , through the hidden nodes Vj to the output nodes Oi . Neither cycles nor loops exist
in the network. Note that real neural structures in brains are generally layered, and often
largely feed-forward. Consecutive layers, respectively their nodes, are fully connected with
each other by a series of weights, denoted as wjk for the input-to-hidden layer, and Wij for
the hidden-to-output layer. The index i always refer to an output unit, j to a hidden one,
and k to an input node. The back-propagation algorithm is normally used for the training of
the network (cf. section 2.2.2).
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Activation Functions

Activation functions clearly must be differentiable for using gradient-descent methods. Figure 2.2 illustrates three different activation functions. The antiderivatives are painted in blue,
and the corresponding derivatives in red. The following paragraphs pinpoint the particular
antiderivatives g and derivatives g 0 in algebraical form. They are used in this form for the
ANN Application Programming Interface (API) that is shortly described in appendix C.

Figure 2.2: Sigmoid function (a). Hyperbolic function (b). Radial-basis function (c).
Sigmoid Function
The sigmoid function (cp. figure 2.2a) is the most popular activation function applied in
neural networks. The function maps (−∞, +∞) 7→ (0, +1):
g(h) = fβ (h) =

1
1 + e−2βh

g 0 (h) = 2βg(1 − g(h)).

(2.2)

Hyperbolic Function
The hyperbolic function (cp. figure 2.2b) is primarily applied for bipolar and normalized input
patterns. The function maps (−∞, +∞) 7→ (−1, +1):
g(h) = tanh(βh) =

e2βh − 1

g 0 (h) = β(1 − g 2 (h)).

e2βh + 1

(2.3)

Radial Basis Function
The radial-basis function (cp. figure 2.2c) is less frequent used in classic MLP’s. The function
maps (−∞, +∞) 7→ (0, +1):
2

g(h) = e−βh

g 0 (h) = −2βhg(h).

(2.4)

The presented activation functions are all continuous and differentiable. Therefore, we can
express the error produced by the network in a cost function. We can then apply an optimization technique, such as gradient descent, to minimize this error measure.


!2
X µ
X
X
X
ζ µ − g 
E[w] =
(ζ − O µ )2 =
Wij g
wik ξ µ  .
(2.5)
i

µi

i

i

µi

k

j

k

The function value is smaller the better the weights represent the given problem. Note that
this cost function depends only on the problem pattern pairs and the weights.
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Learning Algorithm

We are using back-propagation for training the MLP’s. This algorithm is an instance of the
supervised learning paradigm:
In supervised learning, we are given a set of pairs (ξ µ , ζ µ ), ξ µ ∈ ξ, ζ µ ∈ ξ,
where ξ µ denotes an input pattern and ζ µ the corresponding desired output
pattern. The goal is to find a function f so that f (ξ µ ) 7→ ζ µ . In other
words, the task is to predict the value of the function for any valid input vector
after having seen a number of representative training example pairs.
Assume that we are given a set of training patterns of correct input-output pairs {ξkµ , ζiµ }.
By feeding the network with one of these patterns it generates thus far a useless output Oiµ .
But by comparing this output with the correct output ζiµ we can change the connection
strengths wjk and Wij by applying gradient-descent in order to minimize their difference.
This is typically done incrementally until the weights converge. For the purpose of testing
the network’s generalization ability, input patterns that are not included in the training set
are presented to the network.
Since back-propagation is a fundamental element of our work, we exemplify the procedure
step by step. We consider a feed-forward network with M layers m = 1, 2, ..., M and use
Vim to denote the output of the ith unit in the mth layer. We are going to use Vi0 as a
synonym for ξi , the ith input. Note that superscripts m label layers, not patterns. We let
m mean the connection from V m−1 to V m . One pattern µ is taken at a time in order to
wij
i
j
perform incremental updates. The learning rate is denoted by η and is set somewhere in the
range of (0, 1]. Then the back-propagation algorithm works as follows [18]:
1. Initialize the weights to small random values.
2. Choose a pattern ξkµ and apply it to the input layer (m = 0) so that
Vk0 = ξkµ

∀ k.

3. Propagate the signal forwards through the network using


X
m m−1 

Vim = g(hm
wij
Vj
.
i ) = g

(2.6)

(2.7)

j

for each i and m until the final output ViM have all been calculated.
4. Compute the deltas for the output layer
µ
M
δiM = g 0 (hM
i )[ζi − Vi ]

(2.8)

by comparing the actual output ViM with the desired ones ζiµ for the pattern µ being
considered.
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5. Compute the deltas for the preceding layers by propagating the errors backwards
X
m m
δim−1 = g 0 (hm−1
)
wji
δj
(2.9)
i
j

for m = M, M − 1, ..., 2 until a delta has been calculated for every unit.
6. Use
m
4wij
= η δim Vjm−1

to update all connections according to

(2.10)

new = w old + 4w .
wij
ij
ij

7. Go back to step 2 and repeat for the next input pattern ξ µ+1 .
The procedure presented here can also be generalized to other kinds of neural networks. As
long as the network is feed-forward, without any backward or lateral connections that are
involved in the learning process, the algorithm produces the same kind of error propagation
scheme. Note that the δ in equations 2.8 and 2.9 is derived from the cost error function
E[w] manifested in equation 2.5. The complete derivation is given in [18].
There are many different methods for improving the the back-propagation algorithm’s
efficiency. We are going to take a look at the most important ones:
Momentum Term. A momentum term is almost always added and provides the
learning with a dynamic inertia. High learning rates cause the learning procedure to take
large steps on the error surface. This leads to the risk of missing a minimum, or unstably
oscillating across the error minimum. These oscillations can be reduced by mixing a
proportion of the last weight change into the actual weight change. The learning step from
equation 2.10 changes as follows:
m
(t + 1) = −η
4wij

∂E
∂wij

m
(t).
+ α 4 wij

(2.11)

The momentum parameter is thereby denoted as α and must be set within a range of [0, 1]
(often a value of 0.9 is chosen).
Adaptive Learning Rate. Error surfaces can be very flat and minima may sometimes hide in narrow and steep gaps. Therefore, the choice of a constant learning rate for
the entire training phase is unwise. The learning should be proportionally adjusted to the
actual network error. Thus causing acceleration in the beginning and dynamic braking when
approaching a minimum.
Repositioning. Sometimes the networks freeze in a suboptimal state during the training phase. To overcome this rigid state, the weights can be multiplied by small random values.
Pruning. This technique actually modifies the structure of the neural network. It
will not generally improve the error rate, but it can make the network more efficient. The
idea is to cut off weak connections, or even entire nodes, if their influence on the output is
negligible small.
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Feed-forward neural networks have a number of properties that make the application to our
agent model, which is presented in the next chapter, highly attractive. As for instance,
networks do learn, and do not have to explicitly be programmed in order to solve a given
task. Their generalization ability is a further irreplaceable property for successfully model
poker agents, since we need to infer from the past to the future (i.e. the idea is to predict
future betting decisions on the basis of past betting decisions that were made in similar game
contexts). Additionally, neural networks are famous for their noise and fault tolerance. That
means, if a player acts differently in two similar situations, there is still a high chance to
get correct results. Finally, re-learning is very fast. Once the network is trained, it can be
adjusted efficiently to the latest data available.

Chapter 3

Poker Opponent Model
This chapter introduces the Poker Opponent Model (POM, cf. figure 3.1). Poker is a noncooperative and multi-competing game. Additional information, that is acquired by a player,
increases his possibilities for optimizing the betting strategy. Thus, we aim to deduce an
implication for mapping poker from a game with imperfect information to a game with perfect
information (cf. section 3.2). We are approximating this implication by using two MLPs. The
problem of mapping poker to a game with perfect information can be reduced to the problem
of revealing all private information an opponent holds. Therefore, we are mainly focusing on
the disclosure of the imperfect information elements.

Figure 3.1: Poker Opponent Model (POM).
The key idea is to model an opponent by using historical data from previous games.
HP N (ξ) + AP N (ξ + HS + HP ) ⇒ P erf ect Inf ormation

(3.1)

To get rid of the imperfect information elements, we apply two neural networks (HPN/APN,
cf. section 3.2) that will be initially trained on historical data. Supporting elements are
represented by the actual perceived game state (ξ, cf. table A.1), the estimated hand strength
and hand potential (HS and HP , cf. section 2.1.2).
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Challenge and Architecture

We aim to reveal as much information as possible from an opponent. If we succeed in this
task, we achieve the goal to reduce poker to a game with perfect information.
We believe that the following three aspects:
 Opponent’s Private Cards
 Opponent’s Action
 Opponent’s Mood

are sufficient to approximate the entire missing information.
Therefore, the challenge of designing an opponent model consists of predicting these
three aspects. The first two aspects (cards, action) are modeled by the Static Opponent
Model (SOM, cf. 3.2). The last aspect (mood) is included in the Dynamic Opponent Model
(DOM, cf. 3.3). The DOM, one unique instance, is periodically updating the SOMs. This is
done by using a sliding-window technique. The SOM, consisting of two neural networks, is
basically responsible for gaining complete information.
The main functionality provided by the POM framework can be best summarized by
the following three formulas.
HP N (ξ) ⇒ HS + HP ⇒ P rivate Cards

(3.2)

AP N (ξ + HS + HP ) ⇒ Action

(3.3)

P rivate Cards + Action ⇒ P erf ect Inf ormation

(3.4)

We are going to present an approach that is based on the combination of two different neural
networks, each approximating one of the first two implications introduced above.
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Static Opponent Model (SOM)

The SOM is responsible for the prediction of an opponent’s next action and additionally for
the estimation of his private cards. This is done within two steps (cf. figure 3.2). First, we
approximate the HS and the HP, which represents the opponent’s private cards (cf. equation 3.2). This task is performed by the Hand Potential Network (HPN), which is implemented
by a MLP.

Figure 3.2: Static Opponent Model (SOM).
The HPN needs to map a perceived game state ξ to an estimated value of the agent’s hand
potency ζ HP N = (HS HP ). As we know, we have to provide correct input-output pairs to
the HPN for training purposes. Thus, only showdown game states are exploitable. We are
now allowed to precisely reconstruct the entire round from that agent’s perspective, since
we now have complete information. The backward calculation is simply performed by using
a hand evaluator that maps the shown pocket and the corresponding board cards to HS
and HP for each regression step. Due to the fact that MLP’s still include a small residual
error (about 6% on average) at the end of the training phase, we decided to interpolate the
network’s output by adding a tolerance proportional to the network’s final error. A drawback
of this design is, that only few data is available. Small variances in the opponent’s strategy
can cause the network to oscillate in the case of scarce showdown information availability.
In a second step, we are going to approximate the opponent’s next action. This is
implemented by another MLP, called Action Prediction Network (APN). The APN features
an analogical structure compared with the HPN, with the difference, that the HPN’s output
is added as integral part to the APN’s input vector. The idea behind this integration is easy
to track. The model considers its own estimated (HS HP) values to figure out how the agent
could behave. Thus, the APN also gets ξ (cf. table A.1) and additionally ζ HP N as input.
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The APN’s output vector ζ AP N = (F C R) is outlined in table A.2. These three values
indicate the next action an opponent will take (F denotes a fold, C denotes a call, and R
denotes a raise).
A drawback of this method is delineated by the fact that the APN does not output a
proper probability distribution over the likely outputs. Indeed, the APN produces triples like
AP N (ξ µ ) = (0.2 0.8 0.0), but these values must not be confused with a proper probability
distribution over the likely outputs. For achieving a mapping to such probability triples, we
would also have to provide the network with corresponding training data. But there is no
chance to acquire that kind of output patterns, since agents must finally always decide for an
atomic action.

3.3

Dynamic Opponent Model (DOM)

The SOM features very static tendencies so far. Assume several competing agents that act
highly uncooperative. A static model like the SOM will not be able to keep up in such
a dynamic environment over the long run. The weak point is clearly drawn by the rigid
structure of the SOM. The uncooperative nature of poker leads to continuous changes in
the individual opponent’s playing style. Information is scarce and valuable at anytime, thus
permanent competition is the natural course of any poker game.
Initially, the SOM’s neural networks (HPN/APN) are prepared on the basis of the
latest data available. From now on, these networks are periodically updated. The optimal
interval n is thereby dependent on the individual subjects and may even vary when focusing
on a single player. Therefore, we have dedicated a major part of the evaluation chapter to
this topic (cf. section 4.2) where we show how n can be determined. However, the updates
are performed with the well-known sliding-window technique. The particular networks are
trained onward from their actual state.

Figure 3.3: Dynamic Opponent Model (DOM).
Such a technique shall allow the model to dynamically track multiple targets at the same
time. Each competitor is initially modeled by a separate SOM, which is trained on a certain
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amount of player specific historical data. Such data is collected from previous matches. The
SOMs are then updated in a periodical fashion by moving the training window in the direction
of the latest data available. In order to preserve the model’s efficiency, the individual SOMs
should be updated asynchronously. Instead of initializing a new SOM every time an update
is due, the networks do simply re-learn the newly added patterns, respectively forget those
which are out of date.

3.4

Prototypical Implementation

We prototypically implemented the system proposed here. The Compact Disc attached to
this report contains a copy of the sources, all written in the Java programming language (at
least SDK 5.0 is required). The following paragraphs briefly circumscribe that prototype.
Prerequisites We designed a format for storing poker game states, called Poker Record
Format (PRF). A detailed description is given in appendix B. We set up a MySQL database
which served as storage for such PRF-formatted records. Then, we wrote a parser and a
corresponding converter for the acquisition of roughly half a million records from an online
repository 1 . A snapshot of this database is provided on the Compact Disc. Finally, we had
to compare several hand evaluators. Plenty of them can be found in the Internet 2 .
Evaluation For the purpose of evaluating the SOM, we developed a small library to construct, train, and use MLPs. We exemplify the usage of the Application Programming Interface (API) in appendix C. Additional effort has been accomplished by a multi-threaded
implementation of the DOM.

3.5

Summary

We have shown how to overcome the imperfect information elements in the game of poker.
For this reason, we introduced two MLPs that serve as approximators to regain the missing
information. Finally, an extension to the static model has been added for enabling the model
to perform in continuously changing environments.

1
2

http://www.ongamenetwork.com/
http://www.codingthewheel.com/archives/poker-hand-evaluator-roundup

Chapter 4

Evaluation
So far, we have demonstrated a way to build a powerful opponent model. Now we are going
to show on what basis we have configured the model in order to improve its performance. For
this purpose, we initially collected approximately half a million action records1 from a major
online poker-site.
The analysis presented in this chapter is based on a set of groups for the purpose of
enhancing the statistical significance of the results. Each group consists of five different lowstake players. Each of them has played around 400 hands. The following list gives a brief
overview of the formed groups:
 Weak. Each of them has lost between $10 and $15 throughout the investigated period.
 Average. They played break-even on the long run. The worst player of this group lost
about $1 and the best won $2.
 Strong. Each of them has won at least $10 throughout the investigated period.

Especially one aspect plays the decisive role in finding out an optimal configuration for the
opponent model, namely the identification of the optimal training set size. The training
parameters, such as the learning rate for example, can be generalized for any kind of player,
whereas the optimal size of the training set depends on the individual character.

1
A snapshot of the database is included on the Compact Disc that is attached to this report. Appendix B
and D.
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Back-Propagation

Back-propagation is the most widely used training algorithm for multilayer perceptrons. Figure 4.1a shows a typical APN that is successfully predicting a fold (i.e. the left output node
displays the highest value). It has been trained on the basis of 350 action records. The
squares in the upper part of the figure denote the input nodes containing their actual activation (i.e. the bigger the filled square, the higher the activation). The five cycles in the middle
and the three cycles at the bottom depict the hidden, respectively the output nodes. Black
connections delineate positive weights and red connections negative weights.

Figure 4.1: A typically trained APN (a). A typical learning curve (b).
Figure 4.1b shows an example of error and generalization curves. The x-axis represents the
training epoch and the y-axis the percentaged error of the network, respectively the success
for generalizing unseen patterns (i.e. a generalization value of 0.9 means that the network is
capable of classifying 90% of yet unseen patterns on the basis of a certain amount of training
samples).

4.2

Generalization Ability

When taking past data from our database for the purpose of training and validating the
SOM, we achieved an average success rate of 92.42% for the APN (i.e. this value is based
on 72 different players, in each case predicting their actions for the next 10 hands based on
training sets consisting of 50 to 200 past round records). But after some hours of online trials,
we came back to earth. The success rate dropped massively, oscillating somewhere between
45% and 60% in average. For that reason we decided to examine the source of the problem
carefully.
Basically, the idea is to iterate over a broad range of possible training-validation pair sizes
and in doing so, measuring the maximal success the APN achieves. Figure 4.2 depicts the
results for the three groups introduced at the beginning of this chapter. The left diagram
shows the weak players, the middle one the average players, and finally, the right picture the
strong players. The x-axis represents the amount of training patterns (between 4 and 100
with an increment of 4) whereas the y-axis denotes the amount of validation patterns used for
measuring the generalization ability (between 2 and 50 with an increment of 2). The greener
the particular fields, the higher the generalization ability, whereas yellow and red fields denote
success rates below 50%.
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Figure 4.2: Number of training samples versus number of validation samples.
What at the first glance particularly attracts attention, is the fact that the red and yellow
areas grow when comparing the individual groups from the left to right. The conclusion is
simple, namely that weak players as a whole are more predictable than strong players. The
second is the diagonal fading from the top to the bottom that can be observed by looking at
the particular diagrams, which means, that the further we look into the future, the more past
patterns must be involved in training in order to preserve high accuracy. Another interesting
observation can be make by focusing on the horizontal line at the point where we used 12
validation patterns. Note, that by traveling from the left to the right (i.e. at a constant
size of the validation set, but with growing size of the training set), the generalization ability
initially grows until 48 training patterns and then slightly falls again to the end (i.e. when
using up to 100 training patterns). This fact is also particularly observable on the other two
groups. This observation may be a bit confusing, since we normally assume that the more
knowledge (i.e. the more training patterns) we have about an opponent, the preciser we can
model him. However, since this assumption seems to be not quite correct, we should take
account of this fact by limiting the training set not only to the bottom, but also to the top.
The last observation leads us back to section 3.3 where we have introduced the DOM. At
this point we had left open a concrete definition of n, the rate at which the HPN and the
APN should be updated. But now we are allowed to allocate a specific value for n, since
we gained some empirical knowledge from the previously discussed evaluation. It seems a
good choice to set n somewhere between four and eight rounds when using 50-80 past round
records for the training.

4.3

Tracking Moving Targets

The experiments discussed in the previous sections were done offline in a static fashion. Now
we are going to set up an online simulation for evaluating the DOM. The graph shown in
figure 4.3 illustrates the course of the network while struggling with the moving target. The
x-axis denotes the training cycles, whereas the y-axis represents the generalization ability of
the APN. We configured the back-propagation algorithm with η = 0.1 and α = 0.5. Note
that the two curves are more noisy then the ones of the previously presented example from
figure 4.1b. Such behavior can particularly be observed when modeling strong players. This
may reflect the fact that these kinds of players change their style more frequently.
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Figure 4.3: Tracking a moving target.
The APN was initially trained on the basis of 75 round records gathered from the database.
We defined then a fixed training window with the same size. The validation set was formed
from the consecutive 8 rounds. Once the initial training phase was finished, we moved the
training and validation windows five round records forward. This was done around the 230th ,
330th , and 440th training cycle. It is easy to see how the generalization curve broke down
each time the window was moved. The network required in each case roughly 100 additional
training cycles for adopting to the new environment. That is about the half compared to a
full initialization and therefore represents a good example for the fast relearning capability of
MLPs.
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Appendix A

Input and Output Vectors
Category
Betting Structure

Board Texture

Positioning

Phase Information

Miscellaneous

Hand Potency
Prediction

#
0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23

Transcription
the n last action(s)
pre-flop betting frequency
flop betting frequency
turn betting frequency
river betting frequency
one-pair probability
two-pair probability
three-of-a-kind probability
straight probability
flush probability
full-house probability
four-of-a-kind probability
straight-flush probability
royal-flush probability
# A,K,Q vs. # board cards
is a King on the board ?
is an Ace on the board ?
is a flush possible ?
is a straight possible ?
is dealer ?
paid small blind ?
paid big blind ?
relative position at the table
number of active players

Network
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN

Domain
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ R
[0, 1] ∈ R

24
25
26
27
28
29
30
31
32
33
34

is flop stage ?
is turn stage ?
is river stage ?
is heads-up game?
pot ratio
immediate pot ratio
is amount to call == 1 ?
is amount to call == 2 ?
is amount to call >= 2 ?
hand potential
hand strength

HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
HPN+APN
APN
APN

[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]
[0, 1]

Table A.1: Neural network input vectors ξ.

∈
∈
∈
∈
∈
∈
∈
∈
∈
∈
∈

N
N
N
N
R
R
N
N
N
R
R

Definition
a∈A
f (pre-f lop)
f (f lop)
f (turn)
f (river)
ρ(one-pair)
ρ(two-pair)
ρ(three-of -a-kind)
ρ(straight)
ρ(f lush)
ρ(f ull-house)
ρ(f our-of -a-kind)
ρ(straight-f lush)
ρ(royal-f lush)
# AKQ
# board cards

T
T
T
T
T
T
T

7→
7
→
7
→
7
→
7
→
7
→
7
→

1, F
1, F
1, F
1, F
1, F
1, F
1, F

7→
7
→
7
→
7
→
7
→
7
→
7
→

0
0
0
0
0
0
0

relative position
# committed players
# active players
# committed players

T
T
T
T

7→
7
→
7
→
7
→

1, F
1, F
1, F
1, F

7→
7
→
7
→
7
→

0
0
0
0

amount to call (atc)
pot size (ps)
atc
atc+ps

T 7→ 1, F 7→ 0
T 7→ 1, F 7→ 0
T 7→ 1, F 7→ 0
cp. section 2.1.2
cp. section 2.1.2
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Category
Hand Potency
Prediction
Action Prediction

#
0
1
0
1
2

Transcription
actual hand potential
actual hand strength
an opponent folds
an opponent checks or calls
an opponent bets or raises

Network
HPN
HPN
APN
APN
APN

30
Domain
[0, 1] ∈ R
[0, 1] ∈ R
[0, 1] ∈ N
[0, 1] ∈ N
[0, 1] ∈ N

Definition
cp. section 2.1.2
cp. section 2.1.2
T 7→ 1, F 7→ 0
T 7→ 1, F 7→ 0
T 7→ 1, F 7→ 0

Table A.2: Neural network output vectors ζ HP N and ζ AP N .

How to calculate betting frequencies f (s)
If S denotes the set of stages S = {pref lop, f lop, turn, river} and A denotes the set of
possible actions A = {f old, check, call, bet, raise} 7→ {0.0, 0.25, 0.5, 0.75, 1.0} than
the betting frequency f for the stage s is
!
X X
asi
f (s, p) =

p

i

|i ∗ p|

∀ a ∈ A, s ∈ S.

where p denotes the individual players and i the ith action of that player.

(A.1)

31

APPENDIX B. POKER RECORD FORMAT (PRF)

Appendix B

Poker Record Format (PRF)

Figure B.1: Poker Record Format (PRF).
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Appendix C

Artificial Neural Network API
The following code snippet exemplifies a common way to use the provided library. The code
is self-explanatory.
Layer in = new Layer("input");
in.addCell(new StimulusCell("i0"));
in.addCell(new StimulusCell("i1));
in.addCell(new StimulusCell("i2"));
in.addCell(new StimulusCell("i3"));
in.addCell(new StimulusCell("i4"));

Layer hid = new Layer("hidden");
hid.addCell(new Sigmoid("h0"));
hid.addCell(new RadialBasisCell("h1"));
hid.addCell(new RadialBasisCell("h2"));

Layer out = new Layer("ouput");
out.addCell(new RadialBasisCell("out[0]"));
out.addCell(new RadialBasisCell("out[1]"));

network = new MultilayerPerceptron("ACTION_NETWORK", in, out);
network.addHiddenLayer(hid);
/* initializing the weights */
network.link();
network.setProperties(new Properties(
0.3,
/* learning rate */
0.15,
/* momentum parameter */
0.25,
/* gradient of activation functions */
0.1,
/* maximal error */
100.0,
/* minimal generalization ability */
);
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Appendix D

Agent Modeling Laboratory
The Agent Modeling Laboratory (AMLab) was developed by the author of this thesis. It
provides some useful functionality for discovering many interesting aspects around opponent
modeling in poker. The lab supports only PRF formatted 1 files so far. We plan to make the
SVN repository public in the near future. All those interested are requested to keep track of
the project by consulting the author’s website 2 . Suggestions are highly appreciated.
The remaining part of this appendix provides a quick introduction to the AMLab.

Figure D.1: Agent Modeling Laboratory (AMLab).
1
2

The Poker Record Format (PRF) is described in appendix B.
http://nicolas.baumgardt.ch/
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Requirements
The AMLab requires the following software components:
 Java Runtime Environment (JRE) 5.0 or higher.
 MySQL Server 5.0 or higher.
 Only tested on Microsoft Windows OS.

How to Import the Sample Database from the Compact Disc
The attached CD provides a sample database (70MB) containing roughly half a million action
records.
 STEP 1: Install MySQL 5.0 or higher 3 .
 STEP 2: Copy the database/database.sql file to your database server.
 STEP 3: $> mysqldump -u<username> -p < database.sql

How to Configure the AMLab
Open AMLab/config with your favorite text editor and modify the file to your needs. The
following paragraph shows an example.
PROTOCOL
DATABASE
DRIVER
USER
PWD

=
=
=
=
=

jdbc:mysql://192.168.1.15:3306/
CAP
com.mysql.jdbc.Driver
<username>
<password>

Attention, the AMLab folder must be located in a path without spaces (e.g.
c:/programs/AMLab/). Now, you are ready to launch AMLab/AMLab.jar.
Quick Introduction to the AMLab
1. Control Panel. This panel is used to configure the learning algorithm and its termination conditions. The particular fields should be self-explanatory.
2. Database Panel. The list shows the player records that are stored on the selected
database. #G denotes the amount of stored game records, #R denotes the amount of
round records, and #A the set of action records. The text field besides lets you filter
the displayed records. The data may be either loaded as training set or as reference
set. When loading as training set, the data is put to panel 6 and panel 7 for validation
purposes. For testing the network against a second agent, load that data as reference
set.
3. Export Panel. Trained networks can be exported as *.net files. These networks can
be imported to the prototypical POM implementation.
3

http://dev.mysql.com/downloads/
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4. Training Monitor. The blue line represents the generalization ability, the red line the
network’s error.
5. Network Monitor. This is a continously updating graphical representation of the
network. Black connection denote positive weights, red connections negative weights.
The thicker the line, the higher the value. The monitor illustrates the activation values
of the particular nodes when selecting a single pattern from panel 6, 7, or 8.
6. Training Data. For the definition of the training set.
7. Validation Data. For the definiton of the validation set.
8. Reference Data. For comparing a second agent with the modeled one.
9. Card Monitor. Shows the available board and pocket cards which are associated with
a selected pattern.

