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In a �nal step press save if you want to store these settings or/and press launch to start the
storage peer's initialization process.

If everything from the precedent stage worked �ne, the window depicted in �gure B.2 should
appear. It consists of four tabs labeled Monitor, Aggregation, Query, and Local Database.

Initially, the focus lies on the Monitor where several indicators are shown that re
ect the
amount of data that has been processed by the application since startup.

Figure B.2: Application's monitor.

By switching to the next tab labelled with Aggregation, the window depainted in �gure B.3
appears. This re
ects the main controller of the aggregation mechanism. In the table are all
currently active as well as inactive aggregation threads listed. Additionally, several buttons reside
at the right side of the table. They allow to control a selected thread. When moving over the icons,
a tooltip text appears describing the functionality of the particular button (add thread, remove
selected thread, remove all threads, pause thread, wakeup thread).

Figure B.3: Aggregation controller.
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Now, create a new thread by pressing the button annotated with a plus. The window depicted
in �gure B.4 emerges which is holding two tabs, namely Threads and Filters for controlling aggre-
gation. The text �elds are self-explanatory (see section 3.5.2 for further information). With help
of the two yellow arrows, �lters can be added, respectively be removed to/from the thread. The
�lter named wildcard intends to repeal the deny everything default behaviour.

Figure B.4: Thread con�guration.

By switching to the Filters tab, depainted in �gure B.5, you get to place where �lter objects can
be created. Again, the text �elds are self-explanatory (see section 3.5.2 for further information).
By pressing the create �lter button, the �lter object is automatically added to list below as well
as to the available �lters list on the Thread tab.

The Network Mask text �eld de�nes how much leading bits are used in order to qualify the
provided IP address. The picture shows the source address 192.80.0.0 and a network mask of 16
for example, what in other words mean, that all 
ow records with source addresses beginning with
192.80.x.x are �ltered.

Figure B.5: Filter con�guration.
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Back to the main window, the tab labelled with Query, depicted in �gure B.6, contains for-
mulars to start di�erent types of queries. The three checkboxes residing in the upper left corner
enable you to specify for what type of key values you want to search. If two or more are selected,
the criteria contract a logical AND relationship. The distributed query is started by pressing the
button labelled with query. Subsequently, the button is disabled until the query returns or the
time period de�ned in the timeout text�eld is exceeded.

Figure B.6: Query Interpreter.

Finally, the tab labelled with Local Database, depicted in �gure B.7, represents the locally
stored items. With the aid of the combobox, you can chose between both tables, Aggregates and
Flows, subsequently the list is updated and the scroll bar allows browsing the dataset.

Figure B.7: Database monitor.

The storage peer can be destroyed by pressing the upper right cross.



Appendix C

Net
ow v5 Format

41



Appendix D

UML Class Diagram

42



List of Figures

2.1 How DHTs solve the lookup problem. . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.2 A 4-bit Pastry identi�er space with six keys mapped onto �ve nodes. Numeric

closeness is an ambiguous metric for assigning keys to nodes as illustrated for key
K22 [2]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

2.3 Pastry node state for the node 103220 in a 12-bit identi�er space and a base of 4
(l=12, b=2). The routing table lists nodes with the length of the common node
identi�er pre�x corresponding to the row index [2]. . . . . . . . . . . . . . . . . . . 8

3.1 Approach for an optimized routing mechanism. . . . . . . . . . . . . . . . . . . . . 12
3.2 Layered component architecture of the storage platform. . . . . . . . . . . . . . . . 13
3.3 Composition of the Net
ow Interface. . . . . . . . . . . . . . . . . . . . . . . . . . 14
3.4 Composition of the Aggregation Component. . . . . . . . . . . . . . . . . . . . . . 14
3.5 Composition of the Storage Component. . . . . . . . . . . . . . . . . . . . . . . . . 18
3.6 Composition of the Lookup Component. . . . . . . . . . . . . . . . . . . . . . . . . 19
3.7 Composition of the Maintenance Component. . . . . . . . . . . . . . . . . . . . . . 19

4.1 The project's package structure. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
4.2 Net
owV5, Aggregate, and Flow data structures used for the prototypical imple-

mentation. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
4.3 Retrieving algortihm. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

5.1 Load balancing. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
5.2 Memory consumption per node during warmup. . . . . . . . . . . . . . . . . . . . . 33
5.3 Average memory consumption per node relative to the number of participating nodes. 33
5.4 Round Trip Time (RTT) for a query relative to the number of participating nodes. 34

B.1 Setting up an instance of a storage peer. . . . . . . . . . . . . . . . . . . . . . . . . 37
B.2 Application's monitor. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
B.3 Aggregation controller. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 38
B.4 Thread con�guration. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
B.5 Filter con�guration. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 39
B.6 Query Interpreter. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40
B.7 Database monitor. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 40

43



List of Tables

2.1 Comparison of central server, 
ooding search, and distributed indexing regarding
scalability characteristics. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7

2.2 Example of a Net
ow Version 9 Export Datagram. . . . . . . . . . . . . . . . . . . 9

3.1 Mandatory and optional attributes of a aggregation thread. . . . . . . . . . . . . . 15
3.2 Composition of a �lter. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.3 Supported �lter types. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
3.4 Provided aggregation schemes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17

44



Bibliography

[1] C.Estan, G. Varghese: New directions in tra�c measurements and accounting ; Proceed-
ings of the 2001 ACM SIGCOMM Internet Measurement Workshop, pp. 75-80, San Fran-
cisco, CA, November 2001.

[2] R. Steinmetz and K. Wehrle, Peer-to-Peer Systems and Applications, State-of-Art Survey,
LNCS 3485, ISBN 0302-9743, Springer-Verlag, 2005.

[3] A. Rowstron and P. Druschel, Storage management and caching in PAST, a large-scale,
persistent peer-to-peer storage utility, ACM Symposium on Operating Systems Principles
(SOSP'01), Ban�, Canada, October 2001.

[4] J. Byers, J. Considine, and M Mitzenmacher, "Simple Load Balancing for DHTs", In Pro-
ceedings of 2nd International Workshop on Peer-to-Peer Systems (IPTPS '03), Berkeley,
USA, 2003, IEEE.

[5] J. Kubiatowicz, D. Bindel, Y. Chen, S. Czerwinski, P. Eaton, D. Geels, R. Gummadi,
S. Rhea, H. Weatherspoon, W. Weimer, C. Wells, B. Zhao: Oceanstore: An Architecture
for Global-scale Persistent Storage; ASPLOS 2000, Cambridge, Massachusetts, November
2000.

[6] B. Trammell, E. Boschi, L. Mark, T. Zseby: Requirements for a Standardized Flow Storage
Solution, International Symposium on Applications and the Internet Workshops, 2007.
SAINT Workshops 2007, Hiroshima, Japan, Januar 2007.

[7] H. Balakrishnan, M. F. Kaashoek, D. Karger, R. Morris, I. Stoica: Looking up Data in
P2P Systems, Communications of the ACM, 46(2), 2003.

[8] A. Rowstron and P. Druschel, "Pastry: Scalable, Distributed Object Location and Routing
for Large-Scale Peer-to-Peer Systems", In IFIP/ACM International Conference on Dis-
tributed Systems Platforms (Middleware), pp. 329-350, Heidelberg, Germany, November
2001, Springer.

[9] FreePastry: http://freepastry.rice.edu/FreePastry/index.html, Last visited: September
2007.

[10] FIPS, "Secure Hash Standard", FIPS PUB 180-1, Federal Information Processing Stan-
dards Publication, 1995.

[11] NetFlow Aggregation: http://www.cisco.com/univercd/cc/td/doc/product/software/
ios120/120newft/120t/120t3/net
ow.pdf, Last visited: May 2007.

[12] Cisco IOS NetFlow Version 9 Flow-Record Format: http://www.cisco.com/appli-
cation/pdf/en/us/guest/tech/tk362/c1550/ccmigration 09186a00800a3db9.pdf, Last vis-
ited: May 2007.

[13] Subnetwork: http://en.wikipedia.org/wiki/Subnetting, Last visited: August 2007.

45



Acknowledgments

Firstly, I would like to thank Prof. Dr. Burkhard Stiller who made the development of this work
possible. He gave me some delightful and valuable hints how to perform oral presentations for
which I am very grateful.

Moreover, I would like to thank Cristian Morariu who assisted me at any time during the
entire work. Even during his holidays he was available on his cell phone. I got to know him as an
excellent researcher and one feels immediately his enthusiasm in what he is doing. Regardless of
the kind of problem that emerged, he always had highly valuable ideas how to tackle it.

Last but not least, I would like to thank my parents. I was not born with a silver spoon in my
mouth and therefore I especially want to thank for their �nancial as well mental support during
my entire studies and the elaboration of this work.

46




